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Abstract — Pancreatic ductal adenocarcinoma (PDAC) requires earlier diagnostic support, but medical
artificial intelligence systems must remain leakage-aware, clinically interpretable, and transparent about
validation boundaries. This study developed an explainable multi-branch decision-support framework
combining a validated clinical biomarker model with CT imaging evidence, external healthy-control safety
analysis, and cross-modal annotation support. The primary patient-level branch was a CatBoost model
using age, sex, creatinine, plasma CA19-9, LYVEL, REGIB, TFF1, and REGIA, with leakage-prone
variables excluded. CT Grand Jam was evaluated as a tumor-suspicious slice/slab imaging evidence branch.
NIH Pancreas-CT was used for healthy-control domain-shift and safety analysis. MRI/PANTHER and
CURVAS-PDACVI were used for tumor-pattern localization, segmentation-based explainability, and
annotation-aware support, not diagnostic validation. Clinical CatBoost achieved ROC-AUC = 0.9513, PR-
AUC = 0.9058, sensitivity = 0.9146, specificity = 0.8645, accuracy = 0.8814, and Brier score = 0.0812. CT
Grand Jam achieved ROC-AUC = 0.8478 and PR-AUC = 0.7167. NIH safety filtering on 80 healthy
controls produced 68/80 negative, 8/80 review, and 4/80 suspicious outputs. MRI/PANTHER included 142
readable image/label rows, median tumor volume = 13390.09 mm?, and OOD reconstruction error mean =
0.012183. The final layer implements deterministic decision-level integration into Low Risk, Review-
Indeterminate, and High Suspicion categories. The framework is transparent, reporting-aware, and
clinically interpretable, but prospective matched-cohort validation remains required before deployment.

Keywords — pancreatic cancer;, PDAC; early detection; clinical biomarkers; CatBoost; explainable AI; CT; MRI; decision
support

I. Introduction

Pancreatic ductal adenocarcinoma (PDAC) remains a major clinical challenge because it is frequently
diagnosed at an advanced stage and has one of the lowest survival rates among common malignancies [1].
Earlier diagnostic support requires models that are accurate, transparent, leakage-aware, and robust to
domain shift. This is especially important in pancreatic cancer, where clinical biomarkers, computed
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tomography (CT), magnetic resonance imaging (MRI), and external annotation cohorts may each provide
useful but non-identical evidence.

Clinical biomarkers such as CA19-9, LYVEI1, REGIB, and TFF1 have been investigated for PDAC
detection and may provide stronger diagnostic support as a panel than as isolated markers [2]. Imaging can
provide complementary anatomical and tumor-pattern evidence, but imaging artificial intelligence must be
interpreted cautiously. A slice-level CT detector does not automatically establish patient-level diagnosis,
and tumor annotations must not be used as deployment-time inference inputs if they would introduce
leakage.

This study presents an explainable multi-branch framework for early pancreatic cancer decision support.
The clinical CatBoost branch is the primary validated patient-level biomarker model. CT Grand Jam
provides tumor-suspicious CT slice/slab evidence. NIH Pancreas-CT supports external healthy-
control/domain-shift and safety analysis. CURVAS-PDACVI provides external PDAC-positive CT
annotation-aware explainability support and a future validation pathway. MRI/PANTHER supports tumor-
pattern localization, segmentation-based explainability, and out-of-distribution (OOD) analysis. Because
clinical, CT, and MRI cohorts are not patient-matched, the final system uses deterministic decision-level
integration rather than supervised CT/MRI/clinical feature-level fusion. This conservative design is
intended to preserve interpretability and avoid unsupported multimodal performance claims.

I1I. Materials and Method

A. Clinical Biomarker Branch

The clinical branch used 590 patient-level records, including 199 PDAC-positive and 391 non-PDAC
patients. The official feature set consisted of age, sex, creatinine, plasma CA19 9, LYVEI, REGIB, TFFl1,
and REGI1A. The target was PDAC status. Leakage-prone or post-outcome variables were excluded from
model input, including sample_id, patient cohort, diagnosis, stage, and benign_sample diagnosis. Cohort
and benign diagnosis fields were retained only for audit or subgroup analysis.

CatBoost was selected as the official clinical model [3]. Evaluation used out-of-fold predictions and
included ROC-AUC, PR-AUC, sensitivity, specificity, accuracy, Brier score, confusion matrix, bootstrap
confidence intervals, risk grouping, biomarker benchmarking, PDAC-vs-benign subgroup analysis,
decision curve analysis, and SHAP-based interpretation [4], [5]. The branch is described as a concurrent
biomarker diagnostic-support model, not as a proven prospective population-screening model.

B. CT Imaging Evidence Branch

The CT branch used the final Grand Jam meta-logistic balanced rule as a tumor-suspicious CT slice/slab
imaging evidence model. Validation used patient-level GroupKFold, preventing patient overlap across
folds. No tumor mask, label-derived variable, or deployment-incompatible input was used for prediction.
The endpoint was tumor-suspicious slice/slab detection rather than standalone CT-only patient-level
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diagnosis. CT interpretability was supported by Grad-CAM, lesion-size sensitivity analysis, and
ensemble/meta-feature explanation [6].

C. MRI/PANTHER and CURVAS Cross-Modal Support

MRI/PANTHER was used as a cross-modal imaging-support branch rather than a diagnostic classifier. The
audited PANTHER subset included 142 readable image/label rows with label values 0, 1, and 2. The
working interpretation was label 1 = tumor and label 2 = anatomy/pancreas-support. Descriptive tumor-
pattern metrics and OOD reconstruction-error summaries were used to support tumor localization and
cross-modal explainability, not MRI cancer-vs-control diagnostic AUC [7].

CURVAS-PDACVI was audited as an external PDAC-positive CT annotation cohort containing 40
image.nii.gz volumes with five PDAC tumor annotations and vascular labels [8]. The available CURVAS
annotations are tumor and vessel masks, not pancreas/parenchyma masks. Therefore, no model inference
was performed, and tumor masks were not used as ROI or crop guidance. CURVAS was used only for
annotation-aware CT explainability support and future validation planning.

D. NIH Safety and Domain-Shift Analysis

NIH Pancreas-CT was used as an external healthy-control and domain-shift cohort [9]. Because the cohort
contains healthy controls but no PDAC-positive cases, it was not used to estimate external sensitivity or
cancer-vs-control discrimination. Instead, strict testing quantified false-positive behavior in healthy
controls using a deployable CT surrogate. The NIH-calibrated safety filter was reported as exploratory
because NIH served as a normal-control reference distribution rather than an independent cancer-validation
cohort.

E. Decision-Level Integration
The final integration layer is deterministic and rule-based. Clinical probability is grouped as low (<0.20),
intermediate (0.20-0.70), or high (>0.70). CT evidence is represented as unavailable, low, suspicious, or
strong. MRI/PANTHER support is represented as unavailable, low-support, tumor-pattern-support, or
OOD-uncertain. The safety branch is represented as normal-like, review, OOD, or suspicious. CURVAS is
not a per-patient decision input.

The decision output is Low Risk, Review-Indeterminate, or High Suspicion. Intermediate clinical risk,
imaging disagreement, OOD findings, or safety review routes a case to Review-Indeterminate. High clinical
risk with strong CT evidence, or high clinical risk with suspicious CT evidence and supportive MRI tumor-
pattern evidence, can support High Suspicion. The framework therefore synthesizes decision outputs and
interpretability representations rather than training a combined feature-level model.
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Fig. 1. Final explainable multi-branch decision-support framework. Arrows represent deterministic decision-level integration

III. Results

and explainability support, not supervised feature-level fusion.

Table 1. Dataset and branch roles.

Branch

Dataset/Size

Role

Claim Boundary

Clinical CatBoost

Clinical biomarker dataset; 590
patients

Primary patient-level diagnostic-
support biomarker branch

Concurrent biomarker model; not
prospective screening

controls

safety analysis

CT Grand Jam MSD CT; slice/slab OOF predictions | Tumor-suspicious CT imaging Not standalone CT-only patient
evidence branch diagnosis
NIH safety NIH Pancreas-CT; 80 healthy Healthy-control/domain-shift and No cancer sensitivity or external

AUC

CURVAS-PDACVI

External CT annotation cohort; 40
PDAC cases

Annotation-aware CT explainability
and future validation pathway

No inference, sensitivity, specificity,
or AUC

MRI/PANTHER

MRI segmentation data; 142
readable rows

Tumor-pattern localization, OOD-
aware support, and cross-modal
explainability

No MRI diagnostic AUC or matched
fusion

Decision layer

Rule-based integration; unmatched
branches

Low Risk / Review-Indeterminate /
High Suspicion triage

No supervised CT/MRI/clinical
fusion or fused AUC

Clinical CatBoost achieved ROC-AUC = 0.9513, PR-AUC = 0.9058, sensitivity = 0.9146, specificity =
0.8645, accuracy = 0.8814, and Brier score = 0.0812. The confusion matrix was TP = 182, FP =53, TN =
338, and FN = 17. Bootstrap 95% confidence intervals were 0.9326-0.9675 for ROC-AUC and 0.8661—
0.9404 for PR-AUC. The full biomarker panel outperformed CA19-9 alone (ROC-AUC =0.8259), LYVEI1
alone (ROC-AUC = 0.8387), and CA19-9 + LYVEI (ROC-AUC = 0.9195). In the PDAC-vs-benign
pancreatic disease comparison, ROC-AUC = 0.9253 and PR-AUC = 0.9142. Observed PDAC rates were
3.0% for low risk, 29.7% for intermediate risk, and 89.7% for high risk.
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Fig. 2. Clinical biomarker benchmark and risk-stratification support. The full CatBoost biomarker model outperformed
individual biomarker baselines and produced clinically interpretable risk groups.

CT Grand Jam achieved ROC-AUC =0.8478, PR-AUC = 0.7167, sensitivity = 0.8002, specificity = 0.7354,
precision = 0.5510, F1 = 0.6526, and F2 = (0.7338 for tumor-suspicious CT slice/slab detection. Lesion-size
sensitivity was 0.2143 for tiny lesions (<50 px), 0.6509 for small lesions (50-249 px), and 0.8503 for clear
lesions (>250 px), indicating lower sensitivity for subtle lesions. Grad-CAM panels were used only for
qualitative explainability of representative TP/FP/FN cases. Representative CT explainability examples are
shown in Fig. 3.
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Fig. 3. Representative CT Grand Jam explainability support. Grad-CAM examples provide qualitative visual evidence for
tumor-suspicious CT regions, while lesion-size analysis showed reduced sensitivity for tiny lesions and improved sensitivity
for clearer lesions. The visualization is qualitative and was not used as a standalone patient-level diagnosis.

NIH strict testing showed slice specificity = 0.7947, slice FPR = 0.2053, and best strict patient specificity
=0.1625. The NIH-calibrated safety filter classified 68/80 healthy controls as negative, 8/80 as review, and
4/80 as suspicious, corresponding to specificity = 0.9500 if review is not considered suspicious. This is
reported as exploratory safety analysis, not unbiased external cancer validation.

MRI/PANTHER tumor-pattern support included median tumor voxels = 3696.5, median tumor-containing
slices = 11.0, median largest tumor-slice area = 503.5 voxels, and median tumor volume = 13390.09 mm?®.
MRI OOD reconstruction error had mean = 0.012183, median = 0.011763, and p95 = 0.019944. MRI
support score had mean = 0.296517, median = 0.287634, and p95 = 0.486730. CURVAS-PDACVI
contributed external annotation-aware support through 40 PDAC-positive CT cases, but no inference was
performed.
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Fig. 4. MRI/PANTHER tumor-pattern and OOD support. MRI segmentation-derived tumor-pattern summaries and reconstruction-error
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distributions provide cross-modal explainability support, not standalone MRI diagnostic validation.

Table 2. Main performance and support results.

Component

Primary result

Additional result

Interpretation

Clinical CatBoost

ROC-AUC 0.9513; PR-
AUC 0.9058

Sensitivity 0.9146;
specificity 0.8645;
accuracy 0.8814; Brier
0.0812

Primary patient-level
branch

CA19-9 alone

ROC-AUC 0.8259

Lower than full panel

Single-marker baseline

AUC 0.7167

specificity 0.7354; F1
0.6526; F2 0.7338

LYVEI alone ROC-AUC 0.8387 Lower than full panel Single-marker baseline

CA19-9 + LYVEI] ROC-AUC 0.9195 Lower than full panel Two-marker benchmark

PDAC vs benign ROC-AUC 0.9253 PR-AUC 0.9142 Clinically important
subgroup

CT Grand Jam ROC-AUC 0.8478; PR- Sensitivity 0.8002; CT slice/slab evidence

NIH safety filter

68 negative; 8 review; 4
suspicious

80 healthy controls

Exploratory safety filter

MRI/PANTHER

142 readable rows

Median tumor volume
13390.09 mm?

Tumor-pattern/OOD
support

CURVAS-PDACVI

40 PDAC CT cases

No inference

Annotation-aware support

IV. DISCUSSION

The clinical CatBoost branch is the primary patient-level component because it uses patient-level biomarker
data, has a defined target, excludes leakage-prone variables, and shows strong out-of-fold discrimination.
Its performance exceeds CA19-9 alone, LYVEI alone, and CA19-9 + LY VEI, supporting the value of the
full biomarker panel. The PDAC-vs-benign pancreatic disease result is particularly important because
benign pancreatic disease is a more clinically difficult comparator than healthy controls.

CT Grand Jam contributes complementary imaging evidence. Although the CT result is not a standalone
patient-level diagnosis, it provides tumor-suspicious imaging information under patient-level fold
separation. Lesion-size analysis shows that tiny lesions remain difficult, while clearer lesions are detected
more reliably. Grad-CAM adds qualitative interpretability for representative CT examples, but it is not
treated as causal proof or as a quantitative localization validation metric. This explains why CT evidence
is useful in the framework but should be integrated conservatively with clinical risk and safety/OOD
signals.
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MRI/PANTHER and CURVAS add value without being misused as validation cohorts. MRI/PANTHER
contributes tumor-pattern localization and segmentation-based explainability, helping describe pancreatic
tumor morphology and OOD behavior across imaging modalities. CURVAS contributes external CT tumor
and vascular annotations, which are valuable for annotation-aware explainability and future validation
design. However, neither branch is treated as a diagnostic classifier in this manuscript.

Decision-level integration is scientifically preferable to constructing an artificial combined model from
unmatched cohorts. It allows the framework to use available evidence while preserving claim boundaries:
clinical high risk can support escalation, CT strong evidence can increase suspicion, MRI OOD can route
to review, and safety-filter uncertainty can prevent overconfident decisions. This design is therefore a
transparent triage architecture rather than a trained multimodal diagnostic model.

Limitations are substantial. The clinical biomarkers are concurrent diagnostic markers, not proven
prospective screening variables. CT, MRI, and clinical cohorts are not patient-matched, so supervised
multimodal fusion was not trained. CT Grand Jam is a slice/slab evidence model, not CT-only patient
diagnosis. NIH is healthy-only and cannot estimate external cancer sensitivity. CURVAS has tumor and
vascular masks but no pancreas/parenchyma masks, preventing leakage-safe inference. MRI/PANTHER
lacks a cancer-vs-control diagnostic design in this analysis. Future work should include prospective, multi-
institutional, matched CT/MRI/clinical cohorts; calibration analysis across centers; external PDAC-positive
DICOM/NIATI validation; and clinician-in-the-loop decision-support evaluation before deployment.

V. CONCLUSION

This work presents an explainable multi-branch decision-support framework for early pancreatic cancer
detection. Clinical CatBoost is the primary validated patient-level biomarker branch, achieving ROC-AUC
=0.9513 and PR-AUC = 0.9058. CT Grand Jam provides tumor-suspicious imaging evidence, while NIH,
CURVAS-PDACVI, and MRI/PANTHER support safety analysis, annotation-aware explainability, tumor-
pattern localization, and OOD-aware interpretation. The final system uses deterministic decision-level
integration to produce Low Risk, Review-Indeterminate, or High Suspicion. The framework is scientifically
transparent, leakage-aware, and clinically interpretable, but prospective matched-cohort validation remains
necessary before deployment.
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