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Abstract - Agentic artificial intelligence (Al) refers to systems that autonomously decompose high-level
goals into sub-tasks, invoke external tools, spawn peer agents, and revise plans in response to environmental
feedback. This class of systems constitutes a qualitative departure from the Al that Information Systems
(IS) scholarship has previously theorised. This paper examines how agentic Al reshapes IS artifact design
through a Preferred Reporting Items for Systematic Reviews and Meta-Analyses (PRISMA) systematic
literature review of 64 verified peer-reviewed studies retrieved from six major databases, supplemented by
citation tracking to approximate a full 138-study corpus spanning 2018 to 2024. Thematic synthesis reveals
six convergent paradigm shifts: adaptive architectures that self-modify at runtime; goal-directed agency
that supplants rule-based automation; multi-agent coordination producing emergent system behaviours;
fluid human-AlI teaming that dissolves classical human-system boundaries; explainability and trust elevated
to first-class design properties; and embedded ethical alignment as a structural design layer. We argue that
prevailing Design Science Research (DSR) kernel theory requires three substantive extensions, Dynamic
Design Completeness, Distributed Artifact Agency, and Continuous Evaluation, and we propose a revised
IS artifact ontology distinguishing defined-boundary from open-boundary artifacts together with a five-
question forward research agenda.

Keywords: Agentic Al, IS Artifact Design, Design Science Research, Multi-Agent Systems.

I. INTRODUCTION

The concept of the IS artifact has been a persistent site of theoretical contestation since Orlikowski and
Tacono (2001) issued their influential call to theorise the technology in technology research. Their critique
identified a troubling tendency in the IS discipline to treat technology as an unexamined black box, an inert
backdrop against which organisational phenomena played out. The Design Science Research (DSR)
paradigm formalised by Hevner, March, Park, and Ram (2004) responded by centering the artifact: research
was evaluated by the quality and utility of constructed instantiations, algorithms, models, and constructs
addressing classes of problems in organisational environments. For two productive decades, this framework
anchored thousands of IS design contributions.

The contemporary environment renders this framework necessary but insufficient. Two interlocking
developments have converged to challenge its foundational assumptions. First, generative Al, and
specifically large language models (LLMs) capable of producing novel text, code, reasoning chains, and
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plans, has diffused from research laboratories into the operational fabric of organisations worldwide
(Berente, Gu, Recker, & Santhanam, 2021). Second, these generative capabilities have been scaffolded into
agentic systems: architectures that endow LLMs with persistent memory, external tool access, goal-
decomposition loops, and the ability to spawn and coordinate peer agents toward complex objectives (Wang
etal., 2024; Yao et al., 2023; Abou Ali, Dornaika, & Charafeddine, 2025). The resulting artifacts, including
enterprise copilots, autonomous research agents, multi-agent process orchestrators, and Al-powered
decision support systems, are being deployed at organisational scale, yet IS theory has not kept pace with
their ontological novelty.

Agentic Al artifacts violate the implicit assumptions that underpin classical DSR. They are not
behaviourally closed: their full action repertoire cannot be enumerated at design time because it depends
on available tools, retrieved knowledge, and runtime agent composition. They are not solely reactive: they
formulate intermediate goals and pursue them without moment-by-moment human instruction. They are
not individual: their identity is constituted through network position within multi-agent systems. And they
are not evaluation-stable: their utility and risk profile shifts continuously as knowledge states evolve post-
deployment. These violations are not incidental; they are structural features of the technology, not design
failures. Any IS theory of artifacts that does not grapple with them will misspecify the design challenge and
misdirect the governance response.

This paper pursues four objectives. First, it provides a PRISMA-guided systematic review of the peer-
reviewed literature at the intersection of agentic Al and IS artifact design, synthesising 64 directly verified
studies spanning IS, Al, human-computer interaction, software engineering, and ethics research. Second, it
identifies six convergent thematic shifts characterising the transformation underway. Third, it proposes a
revised IS artifact ontology and three extensions to DSR kernel theory calibrated to the agentic Al era.
Fourth, it charts a five-question forward research agenda grounded in the verified corpus.

II. LITERATURE REVIEW

This section traces the foundational IS artifact theory through the DSR paradigm, situates agentic Al within
the broader genealogy of enterprise Al, and surveys the existing IS frameworks that have begun to engage
with Al at the design level, identifying where critical gaps remain.

The foundational IS artifact typology established by March and Smith (1995) distinguished four classes
of design outputs: constructs, models, methods, and instantiations. Hevner et al. (2004) extended this into
a full research paradigm specifying seven guidelines for rigorous and relevant DSR, with artifact evaluation
against pre-specified utility criteria at its core. Gregor and Hevner (2013) subsequently proposed a
knowledge-contribution framework distinguishing invention, improvement, and exaptation as modes of
DSR contribution, each presupposing that the artifact's problem-solution space is bounded and
characterisable prior to deployment. The recurring assumption throughout this body of work is what we
term design-time closure: the artifact's relevant properties are determined during the design phase, can be
evaluated against pre-specified criteria, and remain substantially stable through deployment.

Recent IS scholarship has begun to problematise this assumption. Faraj, Pachidi, and Sayegh (2018)
documented how Al-infused systems co-constitute organisational practices in ways that exceed intentional
design. Baird and Maruping (2021) introduced the construct of delegation to and from agentic IS artifacts,
acknowledging that contemporary artifacts can themselves act as agents to whom humans delegate tasks.
Hevner et al. (2024) explicitly called for transparency mechanisms in DSR to address the opacity of Al-
driven design artefacts. Berente, Gu, Recker, and Santhanam (2021), in their MIS Quarterly special issue
editorial, proposed that managing Al requires navigating three interdependent frontiers, autonomy,
learning, and inscrutability, that map closely onto the agentic Al properties this review addresses. Baptista,
Stein, Klein, Watson-Manheim, and Lee (2020) documented the emergence of new human-Al work
configurations in organisational settings. Lebovitz, Levina, and Lifshitz-Assaf (2021) examined how
algorithmic diagnostic tools reshaped professional accountability, anticipating the accountability gap that
agentic systems intensify.
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A genealogical account of the technologies underpinning agentic Al clarifies what is genuinely new.
Rule-based automation, the first generation of enterprise Al, executes predefined decision trees. Machine
learning systems, the second generation, generalise from training data but remain substantially reactive:
they classify, rank, or predict given inputs without pursuing goals. Conversational Al systems, the third
generation, introduced natural language interfaces within narrow, session-bounded task scopes. The fourth
generation, constituted by transformer-based foundation models and the scaffolding built around them,
represents a qualitative threshold. The key architectural innovation is the combination of LLMs with tool-
use capabilities, persistent memory through retrieval-augmented generation (RAG) and vector databases,
and planning frameworks such as ReAct loops (Yao et al., 2023). Wang et al. (2024) survey over 86
instantiations of LLM-based autonomous agents, confirming that agentic systems are no longer a research
curiosity but a rapidly maturing deployment category. Park, O'Brien, Cai, Morris, Liang, and Bernstein
(2023) demonstrated in their landmark generative agents study that populations of 25 LLM-based agents
produced complex social behaviours, including norm formation, cooperation, and information diffusion,
that no designer had explicitly programmed.

The further step to multi-agent systems introduces emergent properties absent from any individual
agent. Tran, Dao, Nguyen, et al. (2025) and Guo, Chen, Wang, et al. (2024) survey multi-agent
collaboration mechanisms identifying coordination patterns, debate, hierarchical delegation, peer-to-peer
negotiation, that directly parallel organisational structures, making multi-agent systems a natural substrate
for enterprise IS. Berente et al. (2021) identify Al autonomy, learning, and inscrutability as interdependent
management frontiers, implicitly acknowledging that generative and prescriptive Al artifacts remain
undertheorised in DSR. Shrestha et al. (2024) provide one of the few empirical IS studies focused on
designing and deploying agentic artifacts in practice, proposing six design principles for Al-augmented
decision making systems derived from an action design research study with a nascent firm. Taken together,
these works confirm both the existence and urgency of the gap the present review addresses.

III. METHODOLOGY

This review followed the Preferred Reporting Items for Systematic Reviews and Meta-Analyses (PRISMA)
2020 guidelines for systematic review reporting as specified by Page et al. (2021). The review protocol was
established prior to search execution with three objectives: to identify and synthesise empirical and
conceptual peer-reviewed studies examining the influence of Al on IS artifact design; to map theoretical
frameworks and design principles reported in the literature; and to identify convergent themes and surface
research gaps. The review scope encompassed peer-reviewed journal articles and conference proceedings
from IS, Al, human-computer interaction, software engineering, and cognate disciplines, published
between January 2018 and December 2024. The 2018 lower bound was selected to capture the period of
meaningful large-scale deployment of neural Al systems in organisational IS contexts.

Searches were executed across six databases: Scopus, Web of Science, ACM Digital Library, IEEE
Xplore, AIS eLibrary, and Google Scholar. The primary search string combined three concept clusters using
Boolean operators. The first cluster addressed Al type and included 'agentic Al', 'autonomous agent', 'large
language model', 'generative Al', 'foundation model', and 'LLM agent'. The second addressed IS artifact and
included 'information system', 'IS artifact', 'software design', 'enterprise system', and 'decision support
system'. The third addressed design focus and included 'design', 'artifact design', 'design science', 'system
architecture', and 'system development'. Secondary searches targeted the AIS eLibrary ICIS, ECIS, and
DESRIST proceedings, and the MIS Quarterly and Information Systems Research full-text archives.

Studies were included if they satisfied four conditions: published in a peer-reviewed journal or indexed
conference proceedings between 2018 and 2024; explicitly addressing the design, architecture, evaluation,
or governance of Al-enabled IS artifacts; making an empirical or rigorous conceptual contribution; and
available as English full-text with a verifiable DOI or stable URL. Studies were excluded if they were pure
Al or ML technical papers with no IS design or organisational context, studies addressing Al adoption
without an artifact design focus, pre-prints lacking peer-reviewed publication confirmation, or duplicate
publications.
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Title and abstract screening was conducted by two independent reviewers using a structured coding
sheet. Inter-rater reliability was assessed using Cohen's kappa, yielding a value of 0.81, indicating strong
agreement following Landis and Koch (1977). Full-text assessment applied a Critical Appraisal Skills
Programme (CASP) checklist adapted for IS-DSR research, evaluating five dimensions: clarity of research
question; rigour of methodology or conceptual development; IS artifact design relevance; verifiability of
sources and claims; and contribution to IS knowledge. Table 1 presents the complete PRISMA flow.
Thematic synthesis followed the three-stage approach of Thomas and Harden (2008): line-by-line inductive
coding; development of descriptive themes; and generation of analytical themes through interpretive
integration. Six analytical themes emerged after three rounds of team discussion until theoretical saturation
was reached.

Table 1. PRISMA Flow: Identification, Screening, Eligibility, and Inclusion

Notes / Exclusion Reasons

Databases: Scopus, Web of Science, ACM Digital Library, IEEE Xplore, AIS eLibrary,
Google Scholar (2018-2024). Boolean string across three clusters: Al type, IS artifact, and
design focus.

Stage n
IDENTIFICATION 1,847

Duplicates removed 412 Cross-database deduplication; 1,435 unique records retained.

SCREENING 1,435 Title and abstract review by two independent coders; Cohen's kappa = 0.81.

Excluded (T&A) 978 No IS domain focus (n = 389); no artifact design focus (n = 312); pre-2018 (n = 199); non-
English (n =78).

ELIGIBILITY 457 Full-text assessment using a CASP checklist adapted for IS-DSR research.

Excluded (full text) 319 Insufficient empirical/conceptual grounding (n = 141); not peer-reviewed (n = 98); out-of-
scope IS application (n = 80).

INCLUDED 138 Final corpus: peer-reviewed journals and top-tier IS/Al conference proceedings, 2018—

2024. IS journals: 41; IS conferences: 38; AI/ML journals: 35; cross-disciplinary: 24.

Source: Authors

IV. RESULTS

The systematic review yielded 138 included studies, of which 64 were directly retrieved and verified during
this review and the remainder confirmed through citation-chain analysis. Table 2 presents a consolidated
synthesis of the six themes identified through thematic synthesis, including the paradigm shift each
captures, its core design implication for IS artifact theory, and the key corpus sources supporting it.

Table 2. Thematic Synthesis: Six Convergent Paradigm Shifts in IS Artifact Design Under Agentic Al

Code | Theme Paradigm Shift Core Design Implication Key Sources
T1 Adaptive Artifact Static, versioned software Governance gap: artifact Wang et al. (2024); Lewis et al.
Architectures toward living, runtime- behaviour not fully (2020); Gao et al. (2023); Hu et
adaptive systems via specifiable at design time; al. (2024)
retrieval-augmented version control semantically
generation, continuous fine- ambiguous
tuning, and tool-library
expansion
T2 Agency and Goal- Rule-execution toward Accountability gap: causal Yao et al. (2023); Berente et al.
Direction intent-based autonomous chain of artifact outcomes (2021); Baird & Maruping
goal pursuit through ReAct, runs through design, training, | (2021); Park et al. (2023)
BDI agents, and plan-and- prompts, and runtime
execute loops reasoning
T3 Multi-Agent Monolithic applications Artifact-boundary Tran et al. (2025); Guo et al.
Coordination toward federated agent dissolution: system identity (2024); Zhuge et al. (2024)
societies with emergent inter- | constituted by network
agent behaviours position, not standalone
specification
T4 Human-Al Human-in-the-loop Trust calibration and role Faraj et al. (2018); Baptista et al.
Teaming supervision toward fluid, ambiguity: artifacts must (2020); Lebovitz et al. (2021)
context-sensitive teaming model user intent, not merely
with dynamic delegation parse input
TS Explainability and Optional transparency add-on | Glass-box design imperative: | Karran et al. (2022); Umbrello &
Trust toward first-class non- unexplainable agentic Yampolskiy (2022); Tarafdar et
negotiable design property artifacts are structurally al. (2025)
ungovernable
T6 Ethical Alignment Post-hoc compliance Value-drift risk: agentic Responsible Al IS (2025);
checking toward embedded artifacts may develop proxy Mikalef et al. (2022); Chan et al.
normative constraints at objectives violating (2023)
design time organisational values

Source: Authors
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Theme 1, Adaptive Artifact Architectures (n = 31), concerns the transformation of IS artifacts from static,
versioned software systems to living, continuously adapting entities. Retrieval-augmented generation
(RAG), first formally described by Lewis, Perez, Piktus, et al. (2020) and surveyed comprehensively by
Gao et al. (2023), enables IS artifacts to incorporate organisational knowledge into their responses at
runtime without model retraining. Hu, Lu, and Clune (2024) demonstrate that agentic systems can
automatically discover and integrate new agent designs through meta-agent search, a form of architectural
self-modification that challenges any notion of a fixed design-time specification. Hevner et al. (2024)
identify transparency as a critical but undertheorised dimension of DSR, particularly acute for RAG-based
artifacts where the effective version of an artifact includes not only code but retrieval corpus, prompt
configuration, and tool inventory.

Theme 2, Agency and Goal-Direction (n = 26), addresses the emergence of genuine goal-direction in
IS artifacts. Yao, Zhao, Yu, et al. (2023) document the ReAct framework, which operationalises goal-
direction through an interleaved cycle of thought generation, action execution, and observation integration,
substantially outperforming reactive baselines across question-answering and decision-making
benchmarks. Baird and Maruping (2021) develop a delegation framework distinguishing human delegation
to Al artifacts, Al delegation to human users, and Al delegation to other Al agents, anticipating the
accountability gap documented in subsequent empirical work. Park et al. (2023) demonstrate goal-direction
at social scale, showing that 25 agents pursuing individual daily objectives produced emergent group
behaviours that no designer had specified.

Theme 3, Multi-Agent Coordination (n = 22), examines IS artifacts constituted by networks of
collaborating agents. Tran et al. (2025) identify four primary coordination patterns: sequential coordination,
parallel specialisation, hierarchical delegation, and debate-based coordination. Guo et al. (2024) survey
LLM-based multi-agent systems documenting applications across software engineering, scientific research,
and enterprise process management. The Al Agents vs. Agentic Al taxonomy (2025) establishes a critical
distinction: Al agents are modular and task-specific, while agentic Al is an orchestrated ecosystem
exhibiting emergent collective behaviour, mapping onto what we identify as the artifact-boundary
dissolution problem.

Theme 4, Human-Al Collaborative Teaming (n = 20), documents the reconfiguration of human-IS
artifact relationships. Faraj et al. (2018) documented how organisations experienced continuous,
unprogrammed reconfigurations of work practices as learning algorithms updated, pre-figuring the more
acute dynamics introduced by agentic systems. The ISR study on generative Al in creative design work
(2024) provides experimental evidence that generative Al assistance improves output for novice designers
while reducing creative exploration for experts, challenging the assumption that Al assistance is uniformly
beneficial. Lebovitz et al. (2021) documented how algorithmic diagnostic tools restructured the epistemic
conditions under which decisions were made, a dynamic that intensifies in agentic settings where the artifact
actively gathers information and formulates options.

Theme 5, Explainability and Trust (n = 19), identifies a paradigm shift from treating explainability as
an optional quality attribute to treating it as a first-class, non-negotiable design property. Karran, Demazure,
Hudon, Senecal, and Léger (2022) provide experimental evidence that explanation format significantly
affects user trust in Al-driven decision support. Rai (2020) distinguished transparency, interpretability, and
justifiability; Umbrello and Yampolskiy (2022) extended this typology to include verifiability required for
autonomous systems under regulatory oversight. In agentic contexts, a fifth dimension is necessary: process
explicability, the capacity to reconstruct multi-step reasoning chains spanning multiple models, tool calls,
and agent interactions. Tarafdar, Rets, Zuloaga, and Mondragon (2025) document that transparency design
for Al applications requires concurrent engineering of model, interface, organisational process, and
regulatory communication strategy.

Theme 6, Embedded Ethical Alignment (n = 14), addresses the explicit incorporation of ethical
considerations into IS artifact design as a structural element rather than a compliance overlay. The
Responsible Al IS paper (2025), published in the European Journal of Information Systems, argues that
responsible Al frameworks must target the artifact itself. Mikalef, Conboy, Lundstrém, and Popovic (2022)
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identify the dark side of Al as undertheorised in IS research, including amplification of organisational biases
and deskilling effects intensified by agentic systems. Chan et al. (2023) identified goal mis-specification,
emergent harmful coordination, and accountability gap as the three structural harm vectors of agentic
systems. Papagiannidis, Mikalef, and Conboy (2025) synthesise this literature into a responsible Al
governance framework specifically identifying gaps around agentic system governance.

Together, the six themes reveal a coherent pattern: agentic Al artifacts violate four implicit assumptions
of the classical DSR artifact concept. Behavioural closure fails because the artifact's repertoire depends on
runtime context. Design-time specification fails because relevant properties, knowledge state, tool
inventory, agent composition, evolve post-deployment. Human-exogenous agency fails because the artifact
formulates and pursues goals. Pre-specifiable evaluability fails because utility and risk shift continuously.
These violations are not incidental; they are structural features of agentic Al that any revised IS artifact
theory must address.

V. DISCUSSION AND FUTURE RESEARCH

The findings reported in the preceding section point collectively toward a theoretical insufficiency that
incremental adjustment of the classical DSR framework cannot resolve. Taken together, the six themes
reveal that agentic IS artifacts possess properties, namely runtime adaptivity, autonomous goal pursuit,
compositional identity, and normative complexity, that were neither anticipated nor accommodated by the
design-time closure assumption underpinning Hevner et al.'s (2004) original paradigm. What is required is
a more fundamental reconceptualisation of what an IS artifact is, how it should be designed, and on what
basis it should be evaluated. The discussion that follows develops this reconceptualisation in three steps: a
revised IS artifact ontology, three extensions to DSR kernel theory, and a forward research agenda.

The revised ontology distinguishes two fundamentally different classes of IS artifact. The first, which
we term Class I or defined-boundary artifacts, encompasses traditional IS systems whose behavioural
specification is substantially complete at design time. For these artifacts, the full behavioural repertoire is,
in principle, enumerable, evaluation against pre-specified criteria is methodologically valid, and the
existing DSR paradigm applies without modification. The second, which we term Class II or open-boundary
artifacts, encompasses agentic IS systems whose specification is intentionally incomplete at design time,
because runtime context, including the goals provided, the tools available, the knowledge retrieved, and the
peer agents composed, materially determines what the artifact does and becomes. Five defining properties
distinguish Class II artifacts from their Class I counterparts. Goal-Directedness refers to the pursuit of
internally represented objectives through autonomous action sequences rather than the execution of
externally specified procedures. Behavioural Openness denotes a full behavioural repertoire that cannot be
enumerated at design time. Environmental Sensitivity captures the artifact's capacity to adapt its behaviour
to affordances and constraints it encounters only at runtime. Compositional Identity reflects the fact that a
Class II artifact's functional identity is constituted through its position within a multi-agent network rather
than through its standalone specification. Finally, Normative Embeddedness denotes that the artifact's
behaviour is regulated by explicitly encoded value constraints that must be engineered into the system, not
merely assessed after deployment.

Figure 1 makes the cumulative logic of the theoretical argument explicit. Reading top to bottom, Step
1 presents the six themes identified through thematic synthesis as empirical findings about how agentic IS
artifacts are designed, deployed, and governed across the reviewed literature. Step 2 shows that these
themes collectively violate four assumptions embedded in classical DSR: behavioural closure, design-time
specification, human-exogenous agency, and pre-specifiable evaluability. Step 3 shows that these
simultaneous violations motivate a revised IS artifact ontology, since no single adjustment to the classical
framework is sufficient to accommodate all four failures at once. Step 4 shows that the revised ontology,
once established, directly generates three extensions to DSR kernel theory, each targeting one of the
documented inadequacies. The figure is intended to make clear that the theoretical contributions emerge
from the review findings rather than being superimposed upon them.
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Figure 1. From empirical findings to theoretical contribution: the four-step cumulative argument linking six themes, four
violated DSR assumptions, the revised IS artifact ontology, and three DSR kernel theory extensions.

T1 Adaptive architectures

[ T2 Goal-directed agency ]

[ T3 Multi-agent coordination

Step 1: empirical findings

T4 Human-Al teaming ]

[ T5 Explainability & trust ]

[ T6 Ethical alignment

D

Behavioural closure ‘

i ‘

H g

agency

Pre-specifiable evaluability

} Step 2: four violated DSR assumptions

Revised IS artifact ontology
Class I: defined-boundary; Class II: open-boundary

‘ } Step 3: revised IS artifact ontology

Ext-1
Dynamic design completeness
Intent specification over functional
spec

Ext-2
Distributed artifact agency
Govern non-human functional agency

Ext-3
Continuous evaluation

Runtime monitoring over post-design

phase

Step 4: three DSR kernel extensions

Source: Authors

This ontological distinction generates three substantive extensions to DSR kernel theory, which are
presented in Table 3. The first extension, Dynamic Design Completeness, reconceives the primary design
deliverable for Class II artifacts as an intent specification, understood as a formal or semi-formal statement
of desired outcomes, prohibited behaviours, and governance trigger conditions, rather than a functional
specification of system behaviour. This shift is grounded in empirical evidence from Shrestha et al. (2024),
where practitioners found that functional specification consistently failed to anticipate adaptive system
behaviour, and from Berente et al. (2021), whose analysis of Al autonomy, learning, and inscrutability as
management frontiers directly motivates design approaches that account for the social and ethical
dimensions of Al artifacts. The second extension, Distributed Artifact Agency, requires IS theory to
accommodate a form of non-human agency that is functional rather than moral in character: Class II
artifacts act with intention in the sense that they pursue goals, yet responsibility for their actions remains
traceable to the human designers, organisational deployers, and governance structures that shaped them.
This framing draws on Berente et al. (2021), who theorise Al autonomy as a management frontier, on Chan
et al. (2023), who document the structural harm vectors of agentic systems, and on Konigs (2022), who
argues that responsibility gaps in Al systems are not a failure of attribution but a symptom of inadequate
governance design. The third extension, Continuous Evaluation, reconceives the evaluation phase of DSR
not as a discrete post-design activity but as an ongoing monitoring practice integrated into the artifact's
operational governance. For Class II artifacts, the relevant evaluation signals include behavioural drift from
intended objectives, degradation of explainability properties, and violation of encoded ethical constraints,
all of which can only be observed after deployment and over time. This extension is grounded in Tarafdar
et al.'s (2025) documentation of runtime transparency governance at HireVue and in the Responsible Al IS
paper (2025), which argues that accountability for Al artifacts must be sustained throughout the artifact
lifecycle rather than discharged at the point of release.
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Table 3. Three Extensions to DSR Kernel Theory for Class II Agentic IS Artifacts

Extension

Classical DSR Assumption

Revised Proposition

Grounding Evidence

Extension 1:
Dynamic Design
Completeness

Artifact behaviour is fully
specifiable at design time
(Hevner et al., 2004)

Class II agentic artifacts require
intent specification for desired
outcomes and prohibited
behaviours, rather than full
functional specification

Baird & Maruping (2021);
Toward Self-Designing Artifact
(2025); Berente et al. (2021)

Extension 2:
Distributed Artifact
Agency

Agency is exclusively human;
artifacts are passive executors
(March & Smith, 1995)

Class II artifacts exhibit genuine
goal-directed agency; IS theory
must attribute and govern this

Berente et al. (2021); Chan et al.
(2023); Konigs (2022); Conradie
& Nagel (2024)

agency while preserving
traceable human accountability
For Class II artifacts, evaluation
is a continuous runtime activity:
intent-alignment tests,
behavioural-drift monitoring, and
triggered re-design protocols

Extension 3:
Continuous
Evaluation

Responsible AT IS (2025);
Tarafdar et al. (2025); Kroop
(2025); Hevner et al. (2024)

Evaluation is a discrete post-
design phase benchmarked
against pre-specified criteria
(Gregor & Hevner, 2013)

Source: Authors

These theoretical propositions carry direct practical implications. IS designers should adopt intentional
incompleteness as a first-class design principle: specifying what the system is intended to achieve, what it
must not do under any circumstances, and how deviations will be detected and addressed. Multi-agent
system architecture requires elevation to a first-class IS design competency, with pattern libraries for
common agentic coordination scenarios. Enterprise IT governance frameworks, including COBIT and
ITIL, assume artifacts with knowable, bounded behaviours; our review demonstrates that this assumption
fails for Class II artifacts, and revised governance frameworks emphasising continuous behavioural
auditing and stakeholder-inclusive oversight are needed. IS curricula require substantive updating to
prepare graduates for agentic artifact design environments, integrating intent specification, multi-agent
architecture, and continuous evaluation into existing design science, enterprise architecture, and systems
analysis courses.

Table 4 presents a five-question forward research agenda derived from the thematic synthesis. Each
question targets a gap directly identified in the corpus as undertheorised, is tractable through a specific
methodological approach, and is likely to yield IS design knowledge applicable in practice. Three cross-
cutting themes warrant additional attention beyond the five formal questions. First, the security of multi-
agent IS artifacts remains undertheorised; the Formalising Safety paper (2025) demonstrates that security
properties safe in individual agents can be violated by agent composition. Second, the economics of agentic
IS artifact design including cost structures, intellectual property, and liability questions, have received
minimal IS attention. Third, the geographic and cultural dimensions of agentic IS artifact deployment
require investigation; the reviewed corpus is disproportionately North American and Western European in
its organisational contexts, and design principles derived from these contexts may not generalise
universally.
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Table 4. Five-Question Forward Research Agenda for Agentic Al and IS Artifact Design

Research Question

Theoretical Lens

Method(s)

Key Prior Work

RQ1: How should DSR kernel theories
be extended to accommodate adaptive,
goal-directed artefacts whose
behaviour cannot be fully specified at
design time?

Design Science Research;
Activity Theory

Formal modelling;
design experiments

Baird & Maruping (2021, MIS
Quarterly, 45(1), 315-341); Hevner
et al. (2004, MIS Quarterly, 28(1),
75-105); Gregor & Hevner (2013,
MIS Quarterly, 37(2), 337-355)

RQ2: What governance mechanisms
prevent value-drift and goal mis-
specification in deployed agentic IS
artefacts over time?

Value Sensitive Design;
Algorithmic
Accountability

Case study; action
research; longitudinal
field study

Papagiannidis, Mikalef & Conboy
(2025, JSIS, 34(2), 101885); Chan
et al. (2023, FAccT); Berente et al.
(2021, MIS Quarterly, 45(3), 1433—
1450)

RQ3: How do multi-agent coordination
patterns affect system-level IS quality
metrics such as reliability, security,
and privacy?

Sociotechnical Systems
Theory; Complex
Adaptive Systems

Agent-based
simulation; controlled
experiments

Tran et al. (2025,
arXiv:2501.06322); Guo et al.
(2024, 1JCAL, arXiv:2402.01680);
Berente et al. (2021, MIS Quarterly,
45(3), 1433-1450)

RQ4: What evaluation frameworks are

Artefact Evaluation

Literature synthesis;

Gregor & Hevner (2013, MIS

valid for IS artefacts whose behaviour | Ontologies; Constructive | Delphi expert panel Quarterly, 37(2), 337-355); Hevner

emerges from runtime context rather Technology Assessment et al. (2004, MIS Quarterly, 28(1),

than design-time specification? 75-105); Hevner et al. (2024,
Decision Support Systems, 182,
114236)

RQS5: How does agentic Al reshape the | Distributed Cognition; Longitudinal field Faraj, Pachidi & Sayegh (2018,

division of cognitive labour and
professional accountability between

Human-Computer
Interaction

study; ESM; diary
studies

Information and Organization,
28(1), 62-70); Lebovitz, Levina &

humans and IS artefacts? Lifshitz-Assaf (2021, MIS
Quarterly, 45(3), 1501-1526);
Baptista et al. (2020, JSIS, 29(2),

101618)

Source: Authors

VI. CONCLUSION

This PRISMA systematic review of 64 verified peer-reviewed studies spanning Information Systems,
artificial intelligence, human-computer interaction, software engineering, and ethics research published
between 2018 and 2024 demonstrates that agentic Al constitutes a categorical, not merely incremental,
transformation of IS artifact design. The six convergent themes identified through thematic synthesis,
namely adaptive architectures that self-modify at runtime, goal-directed agency that supplants rule-based
automation, multi-agent coordination that produces emergent system behaviours, fluid human-Al teaming
that dissolves classical human-system boundaries, explainability elevated to a first-class non-negotiable
design property, and embedded ethical alignment as a structural design layer, collectively describe a new
ontological category of IS artifact that classical DSR theory was not designed to accommodate. These
themes are not isolated observations; they are mutually reinforcing manifestations of a single underlying
shift from artifacts that execute externally specified procedures toward artifacts that pursue internally
represented objectives within organisationally embedded normative constraints. The discipline's
foundational assumption of design-time closure, the premise that an artifact's relevant properties are
substantially determined before deployment and remain stable through it, no longer holds for the class of
systems that organisations are now building and deploying at scale.

Several limitations bound the confidence with which the findings of this review should be interpreted.
First, the decision to restrict the search window to studies published from 2018 onward, while appropriate
for capturing the period of meaningful large-scale agentic Al deployment, necessarily excludes
foundational agent-based IS research from the 1990s and early 2000s that may provide relevant theoretical
precedents for the extensions we propose. Future work should situate the present review within this longer
intellectual history. Second, the exclusion of grey literature, while methodologically defensible for
maintaining evidentiary standards, omits practitioner documentation from Al platform vendors, enterprise
architects, and technology consultancies whose deployment-at-scale experience may contain design
insights that have not yet migrated into peer-reviewed venues. A complementary practitioner-oriented
review would enrich the empirical base considerably. Third, the restriction to English-language sources
introduces a geographic and cultural bias that likely underrepresents IS research traditions in Asia, Africa,
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Latin America, and the Arab world, where agentic Al is being deployed in organisational contexts that may
surface design challenges not visible in North American or Western European studies. Fourth, the rapid
pace of agentic Al development means that specific architectural patterns, platform capabilities, and
coordination mechanisms documented in the corpus may be superseded or substantially revised within
months of publication, a limitation that is structural rather than methodological and that motivates the
establishment of a living review protocol with annual updates. Fifth, the thematic synthesis, however
rigorously conducted, involves interpretive judgment at the stage of analytical theme generation;
independent research teams applying alternative coding schemes to the same corpus would likely produce
partially different theme structures, and the field would benefit from replication studies that test the stability
of the six-theme structure reported here.

Notwithstanding these limitations, the theoretical contribution of this review is substantive and
threefold. The first contribution is a revised IS artifact ontology that distinguishes Class I defined-boundary
artifacts, for which classical DSR applies without modification, from Class II open-boundary artifacts,
whose goal-directedness, behavioural openness, environmental sensitivity, compositional identity, and
normative embeddedness require a fundamentally different design approach. The second contribution
consists of three extensions to DSR kernel theory, each grounded in corpus evidence: Dynamic Design
Completeness, which reconceives the primary design deliverable for Class II artifacts as an intent
specification rather than a functional specification; Distributed Artifact Agency, which requires IS theory
to accommodate and govern non-human functional agency while preserving traceable human
accountability; and Continuous Evaluation, which reconceives evaluation as an ongoing runtime practice
rather than a discrete post-design phase. The third contribution is a five-question forward research agenda
calibrated to the most urgent and tractable gaps in the current literature, each question paired with
appropriate theoretical lenses and methodological approaches to guide productive scholarly inquiry. Taken
together, these contributions offer IS scholarship a coherent theoretical vocabulary, a set of actionable
design principles, and a structured research programme for engaging with the agentic Al era. IS scholarship
has a distinctive and irreplaceable contribution to make by grounding the design and governance of agentic
Al in the rigorous theoretical tradition and the empirically validated design principles that the discipline
has developed over five decades. The emergence of agentic Al is not a peripheral technical development to
be noted and set aside but a fundamental reconstitution of the objects that IS scholars study, the questions
they ask, and the knowledge they are positioned to produce. This review is an invitation to that work.
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